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A fundamental challenge in data science is to match disparate point sets with each other. While optimal
transport (OT) efficiently minimizes point displacements under a bijectivity constraint, it is inherently sensi-
tive to rotations. Conversely, Gromov-Wasserstein [1] addresses this limitation by minimizing distortions but
introduces a non-convex, computationally demanding optimization problem. In this work, we identify a broad
class of distortion penalties that reduce to a simple alignment problem within a lifted feature space ((Fig. 1).
We leverage this insight to introduce a new GW scaling to hundreds of thousands of points in minutes. Our
methods enjoy strong theoretical guaranties and are differentiable, enabling new geometric applications such as
GW barycenter computations (Fig. 3) and thorough analyzes of the GW optimization landscape (Fig. 2).
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Figure 1: To match two distributions together, the GW objective penalizes distortions between corresponding

pairs of points. We show that up to Hilbert spaces embeddings and the optimization of a linear alignment T,
many GW instances can be reduced to a classical optimal transport problem for the squared norm cost.
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Figure 2: Local minima and GW optimiza- Figure 3: Interpolating between two thoracic vertebrae.
tion landscape of the EGW problem in the OT barycenters create many topological artifacts; our GW
space of linear operators I'. barycenters put more emphasis on topology preservation.
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