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In this presentation, we employ the tools of geometry and statistics to shed light on the relationship between
data and neural network predictions. In particular, we draw inspiration from the field of information geometry
which combines precisely these two approaches. We interpret the neural network’s input as the parameter of a
probability distribution p(y | z), where y is the prediction for the input z, and where p is defined by the neural
network in the context of soft labeling.

By using the Data Information Matrix (DIM), a variation of the Fisher Information Matrix (FIM), we
investigate the network’s input/output relationship and reveal its understanding of the data structure. In
practice, the components of the DIM are given by the following expression:
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This statistical framework yields a (degenerate) Riemannian metric g” that we use to analyze the geometry
of the data. In particular, we leverage on a foliation arising from the kernel of the DIM to conduct our study
of the low-dimensional data in the high-dimensional input space.

I will present potential applications of this framework in robustness, active learning and explainable Al.
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