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Modern deep neural networks have achieved remarkable success across domains but increasingly comprise
millions or billions of parameters. The resulting training costs in memory, computation, and energy have
motivated searches for compressed representations of layers. Factorized tensor formats such as the tensor
train (TT) decomposition [Ose11] have emerged as powerful tools to mitigate the curse of dimensionality by
representing high-order operators in a compressed form. In deep learning, these factorizations have been used
to replace large dense layers with low-rank tensorized versions, which substantially reduce their parameter
count while often preserving their performance [Nov+15; BM20]. However, most existing approaches use tensor
decompositions either for compressed parameterizations of linear maps or post-compression of pre-trained dense
models. We introduce the double haircomb (DH) operator, a tensor network architecture for end-to-end training
directly in compressed format which can be composed into multi-layer architectures in the same manner as
standard dense or convolutional layers. The DH consists of two TTs coupled by a single connector (Figure
1), forming a tree topology that can represent both multilinear and nonlinear maps between high-order tensor
spaces through the incorporation of activation functions within the network structure.
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Figure 1: A double haircomb operator representing a map from an order-3 tensor to a matrix. The left TT acts
on an input tensor of the layer, while the right TT transforms the outputs of the nonlinear activations into the
output of the layer. The connector is depicted in red.

We evaluate the DH on hyperspectral image classification, where a two-layer DH attains competitive accu-
racy while using substantially fewer parameters than a two-layer dense feed-forward network (e.g. 7k parameters
for DH versus 161k for the dense model with similar performance), demonstrating that nonlinear tensor network
layers can efficiently capture structured interactions across tensor modes. We further characterize the architec-
tural properties underlying this performance through theoretical analysis and synthetic validation experiments.
Together, these results position the DH as a general-purpose neural network layer whose architectural topology
shapes both computational complexity and representational capacity.
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