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Industrial X-ray computed tomography (CT) metrology typically requires dense angular sampling to achieve
robust edge localization, accurate segmentation, and metrology-grade uncertainty control [1, 2, 6], which lim-
its throughput for high-value manufacturing. To reduce projection requirements while preserving metrology-
relevant geometry, recent work integrates learned priors and differentiable forward models, including plug-and-
play denoisers [3], learned primal–dual networks [4], unrolled optimization networks [5], and voxel-based differ-
entiable X-ray rendering for limited-view CBCT [6]. However, when acquisitions are limited in angle or number
of views, reconstruction becomes severely ill-posed, producing streaking, blurring, and loss of contrast under
classical FBP or even TV-regularized iterative schemes [7, 3]. Such artefacts are particularly problematic for
metrology because they distort edges and shift apparent surfaces, and voxel-based differentiable reconstruction
still requires solving a high-dimensional volumetric inverse problem that is typically followed by segmenta-
tion, which can be time-consuming, sensitive to imaging conditions, and difficult to automate in industrial
settings. We present a limited-view alternative that replaces volumetric reconstruction with projection-space
elastic 3D–2D registration of a prior CAD mesh to a sparse set of measured CT radiograms. To address the
information-scarcity problem inherent to limited views, we use the nominal CAD as a geometric prior and a
hierarchical multi-resolution deformation model in which radial basis function (RBF) fields act as implicit low-
pass filters. Coarse layers of RBFs suppress limited-view reconstruction artifacts and progressively finer layers
introduce detail before executing relaxed-constraint vertex displacement fit. Given a mesh with vertices {pi},
the elastic field is parameterized as
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where wj denote RBF weights. In this work Gaussian kernels are used, so that the kernel function K has

only the the kernel radius σj and the kernel center, cj , as parameters. Coarse-to-fine behavior is obtained by
using two RBF layers (e.g., 200 then 2000 centers) and progressively relaxing deformation scale. During texture
fitting, we refine vertex positions while introducing constrains via regularization terms in the objective that
penalize deviation from the RBF-stage reference mesh in position, normals, and curvature. We use a single
weighted constraint term
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where pi are mesh vertices, (·)REF denotes the reference quantities from the RBF stage, n̂i are unit normals, κi

is a local curvature descriptor, Np is the number of vertices, δT is the mean triangle size used for normalization,
and w⌋, wP , wN , wκ control the overall and relative constraint strengths. This term is added to the image-based
objective during texture fitting.

We formulate registration as minimization of an entropy-normalized mutual information (NMI) term aug-
mented by first- and second-order Sobel edge residuals:

NMI(x̂, ŷ) =
H(x̂) +H(ŷ)−H(x̂, ŷ)

H(x̂)
, (3)
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with stochastic view batching and sub-image cropping to fit GPU memory. Optimization is solved with gradient-
based updates (Adagrad) during the elastic stages, following a rigid registration in which the optimization
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Figure 1: Palespare case: CT segmentation and elastic-registration (ER) edge overlays in projection space,
illustrating edge-driven alignment under limited-view sampling.

process is solved with a powell-like gradient-free method. Forward radiograms are generated via differentiable
rendering using soft rasterization: discrete visibility and triangle-to-pixel assignment are replaced by a contin-
uous triangle contribution function that distributes occlusivity across neighboring pixels, producing a bounded
per-pixel depth-sorted list of differentiable source-triangle intersections. The simulated projection x̂ = Πϕ(M)
differentiable with respect to the parameters of the deformation field, ϕi = [wj , cj , σj ], so that gradients of
image-similarity objectives can be obtained by backpropagation through the renderer, i.e.,

∇ϕL =
∂L
∂x̂

∂x̂

∂ϕ
,

where ∂x̂/∂ϕ is computed through the soft rasterization pipeline and the downstream path-length/attenuation
mapping.

On representative industrial datasets, the method attains CT-reconstruction-like metrological performance
using fewer than 20 projections: sub-pixel agreement relative to CT segmentation when target images are clean
and pixel-level agreement on for noisy-image complex industrial cases such as turbine-blade cases. For complex
blades, simple-geometry view selection further improves accuracy and reduces the number of views required.
Figure 1 visualizes the comparison between microCT and segmentation and elastic registration for a 3D-printed
titanium turbine blade, illustrating the edge-driven alignment that enables accurate surface placement despite
limited views.
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References

[1] J.-P. Kruth, M. Bartscher, S. Carmignato, R. Schmitt, L. De Chiffre, and A. Weckenmann. Computed
tomography for dimensional metrology. CIRP Annals – Manufacturing Technology, 60(2):821–842, 2011.

[2] N. Y. Wang, S. S. Shuai, F. X. Ren, et al. Sub-pixel high precision dimensional measurement method
for aero-engine hollow turbine blade based on industrial computed tomography image. China Foundry,
19(4):307–320, 2022.



[3] S. V. Venkatakrishnan, C. A. Bouman, and B. Wohlberg. Plug-and-play priors for model based reconstruc-
tion. In Proc. IEEE Global Conference on Signal and Information Processing (GlobalSIP), pp. 945–948,
2013.
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