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We introduce a new moment-SOS (a.k.a. Lasserre) hierarchy of semidefinite programming (SDP) relaxations
for minimizing high-dimensional polynomials with tensor structure, generating certified lower bounds with
convergence guarantees to the global minimum. The standard moment-SOS hierarchy suffers from the curse
of dimensionality, where the size of the SDP blocks grows exponentially with the number of variables. Sparse
variants (exploiting correlative or term sparsity) mitigate this but still struggle if the sparsity graph of the
polynomial is dense.

First, we introduce LRPOP (Low-Rank Polynomial Optimization) by exploiting the Canonical Polyadic (CP)
tensor decomposition of the objective polynomial. A polynomial p(x) is viewed as a tensor and decomposed
into a sum of r separable products:

p(x) =

r∑
k=1

n∏
i=1

pk,i(xi)

where each pk,i(xi) is a univariate polynomial of the single variable xi. By introducing lifting variables for the
intermediate products of this decomposition, we construct a specific sparsity graph that admits a clique tree
decomposition with small maximal clique size. Crucially, the size of the resulting SDP blocks depends linearly on
the CP rank r rather than the ambient dimension n. This allows LRPOP to solve global optimization problems
with thousands of variables and high degrees, provided the polynomial has a low CP rank. The method is shown
to generate certified lower bounds converging to the global minimum. It uses Bernstein basis polynomials to
maintain numerical stability in high dimensions.

Then, we introduce TTPOP (Tensor-Train Polynomial Optimization) by replacing the CP decomposition
with the Tensor Train (TT) decomposition. The high-dimensional polynomial p(x) is represented as a sequence
of 3-way core tensors contracted together:

p(x) =
n∏

i=1

Pi(xi)

where each core Pi(xi) is a matrix-valued polynomial of the single variable xi. Unlike CP, the TT decompo-
sition relies on stable singular value decomposition algorithms, avoiding the divergence issues often seen when
approximating high-dimensional tensors with CP. Instead of a single rank r, the complexity is controlled by
a vector of TT ranks, corresponding to the dimensions of the matrices Pi(xi). This allows for more flexible
modelling of polynomials that might require a high CP rank but have low TT ranks. The storage and optimiza-
tion complexity in TTPOP scales linearly with the number of variables and polynomially with the TT ranks,
making it effective for very high-dimensional polynomials for which LRPOP might struggle. This extension
effectively adapts the lifting and graph-sparsity techniques to the chain-like structure of the TT, resulting in an
optimization hierarchy that is robust and scalable for a broader class of high-dimensional functions.
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