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Marc Aurèle Gilles
Department of Mathematics, Princeton University

gilles@princeton.edu

I will present Randomly Pivoted LU (RPLU), a randomized variant of Gaussian elimination with com-
plete pivoting that samples pivots proportional to squared Schur-complement entries, and analyze its low-rank
approximation properties. I will highlight two regimes where RPLU is particularly effective at low-rank ap-
proximation: (i) memory-limited settings, where a rank-k approximation can be computed with O(k2 +m+n)
storage and O(k3 +m+ n+ kM(A)) work (with M(A) the cost of a matvec with A ∈ Cm×n or A∗), and (ii)
structured problems where A and its Schur complements admit fast updates (e.g., Cauchy-like matrices).

I will discuss applications to fast computation of high-degree rational approximants, where a proposed
algorithm, CUR-AAA, uses RPLU to compute these approximants in a fraction of the time required by a
standard greedy algorithm; see Fig. 1.

Figure 1: Poles and support points for rational approximants of f(z) = tan(20z20) constructed fromm = 200,000
samples drawn uniformly at random from the unit disk. Rows show AAA, a standard greedy method for rational
approximation (top; runtime ∼1 hour), and our CUR-AAA variants using C2PLU (middle; runtime ∼1 minute)
and RPLU (bottom; runtime ∼1 minute). Red circles mark poles, black points mark selected support points,
and blue points show samples; the right column zooms the dashed region. All methods locate the 240 poles
inside the unit disk to ≈ 10−12 accuracy, but RPLU and C2PLU do so orders of magnitude faster.
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