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Variational inference (VI) is an important tool in large-scale Bayesian learning and often provides compet-
itive empirical performance compared to traditional MCMC-based methods. However, theoretical guarantees
for VI have only recently begun to emerge and remain largely confined to simple variational families with
limited expressivity, e.g. unimodal choices such as Gaussians [1]. Finite mixtures of Gaussian distributions
with shared isotropic variance matrix offer a powerful alternative as they can approximate multimodal target
distributions. Yet, prior theoretical work has predominantly focused on optimizing only the locations of the
Gaussian components, typically assuming uniform and fixed weights [2].

In this work, we address the problem of variational inference over mixtures of Gaussians (with shared isotropic
covariance matrix) with both dynamic weights and locations. Our approach reframes VI as the minimization of
the reverse KL divergence between the convolution of a discrete mixing measure with a Gaussian kernel, and the
target distribution. Crucially, this optimization is performed over the space of probability measures equipped
with the spherical Hellinger-Kantorovich (SHK) geometry, which can be discretized and enables principled
updates of both the component weights and locations. We provide a comprehensive theoretical analysis of
the resulting dynamics. For the discrete time SHK dynamics, we establish monotone descent guarantees for
the reverse KL objective. Further, for the continuous time SHK dynamics, we prove that a sub-level Polyak-
Lojasiewicz inequality for the SHK gradient flow holds true and, consequently, derive an explicit exponential
convergence rate of the reverse KL objective towards its infimum over this variational family under assumptions
of polynomial growth and local strong convexity of the target distribution’s potential function.

At the infinitesimal scale, the spherical Hellinger and Kantorovich components of the spherical Hellinger
Kantorovich gradient flow behave independently and orthogonally, and therefore, we are able to obtain an upper
bound on the convergence rate of the SHK gradient flow under simpler assumptions on the target distribution
by analyzing the convergence of the associated spherical Hellinger (SH) gradient flow as a tractable surrogate.
We establish a non-asymptotic convergence bound for the SH gradient flow in which the KL decreases at an
exponential rate up to a residual term controlled by the relative Fisher information between the approximation
and the target distribution. Further, we establish the asymptotic consistency of the SH gradient flow and show
that the limit points of the SH flow satisfy a natural stationarity condition.

Finally, we prove that if one does not optimize the weights of the GMM approximation, there is a strictly
positive lower bound on the variational objective and therefore there exists a non-trivial suboptimality gap that
can be removed in general only when the component weights are allowed to be dynamic. Empirical results
support our theoretical findings, showing that joint updates on locations and weights parameters under the
SHK geometry yield faster, and often better, convergence compared to location-only updates.
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