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Kernel-based two-sample tests based on reproducing kernel Hilbert space (RKHS) embeddings have be-
come a standard tool for nonparametric hypothesis testing on complex data domains. The classical maximum
mean discrepancy (MMD) test enjoys broad applicability, including non-Euclidean settings, but is known to be
suboptimal from a minimax perspective. Recent work has addressed this limitation by introducing spectral-
regularized kernel two-sample tests that incorporate both the mean embedding and a regularized covariance
operator, yielding minimax optimality over natural classes of alternatives. However, these optimal tests incur
cubic computational complexity in the sample size, severely limiting their practical scalability.

In this work, we develop a computationally efficient approximation to spectral-regularized kernel two-sample
tests using random Fourier features (RFF). Our goal is to characterize precisely the trade-off between statistical
optimality and computational efficiency induced by kernel approximation using RFF. We study two-sample
testing under a minimax framework in which the likelihood ratio deviation belongs to the range of a fractional
power 6 of the kernel integral operator, a regularity condition that naturally reflects the geometry of the
underlying domain through the operator spectrum.

Our main theoretical contribution is to show that the proposed RFF-based spectral test retains minimax
optimal separation rates when the number of random features is sufficiently large. Under polynomial eigenvalue
decay \; < i~” 3> 1, we prove that the test achieves the optimal separation rate (N + M)—4,69/(1+469)7 while
under exponential eigenvalue decay it attains the rate \/ log(N 4+ M)/(N + M), matching the performance of
the exact spectral test. These results identify regimes in which the RFF approximation is both statistically
optimal and computationally advantageous.

From a computational standpoint, the RFF-based test reduces the worst-case complexity of the spectral-
regularized statistic from cubic to O(¢3 + (N + M)¢?), where ¢ denotes the number of random features. We
show that for sufficiently smooth alternatives, the resulting complexity becomes sub-quadratic and approaches
linear scaling in the sample size, thereby reconciling minimax optimality with scalability.

Unlike existing analyses of RFF-based MMD tests that rely on translation-invariant kernels on Euclidean
spaces and impose restrictive structural assumptions, our framework applies to kernels defined on general
domains and does not require bounded support or product structure. This makes the proposed methodology
applicable to data supported on manifolds and other geometric spaces, where kernel integral operators provide
a natural link between smoothness, spectral decay, and statistical detectability of the separation between pairs
of distributions we aim to distinguish.

Finally, we develop a fully data-driven permutation-based implementation with adaptive selection of the
regularization parameter, and prove that it preserves minimax optimality up to logarithmic factors. Empirical
results on simulated and benchmark datasets demonstrate that a relatively small number of random features
suffices to closely match the power of the exact spectral test while yielding substantial computational gains.
Overall, this work illustrates how operator-theoretic optimality and efficient computation can be combined in
modern kernel-based hypothesis testing.
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