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The rapid scaling of modern machine learning models has made full fine-tuning computationally prohibitive,
driving widespread adoption of parameter-efficient fine-tuning methods. Among these approaches, Low-Rank
Adaptation (LoRA) [1] has emerged as a particularly effective technique, augmenting pre-trained weight matrices
W, € R*** with low-rank updates of the form W + TBA, where o € R is a scaling factor, B € R4*" and
A € R"™** are trainable matrices with rank r < min(d, k) . Recent research [2] has identified a fundamental
limitation in LoRA’s optimization properties: the norms of matrices A and B often differ significantly in
magnitude during training, creating imbalanced gradient flows. These scale disparities lead to unstable training
dynamics, causing vanishing or exploding gradients and ultimately resulting in suboptimal performance. While
[2, 3, 4] address this through differential learning rates for A and B or specialized optimizers, these approaches
require extensive hyperparameter tuning and complicate practical deployment.

We introduce SingLLoR A, a reformulation of low-rank adaptation that eliminates inter-matrix scale conflicts
by design. Instead of decomposing updates into two separate matrices, SingLoR A uses a single low-rank
matrix A € R™*" to produce symmetric updates:

W, + %u(t)AAT (1)

where u(t) controls the adaptation rate in the optimization step ¢. This formulation provides three key
advantages: (1) it simplifies a central paradigm in modern Al systems, (2) it inherently eliminates scale con-
flicts between separate matrices, ensuring stable optimization without hyperparameter tuning, (3) it roughly
halves the parameter count compared to standard LoRA while maintaining or improving performance. For
practical applicability to non-square weight matrices, SingLoRA can be extended by appropriately truncating
matrix A while preserving the same stability properties. A remarkable result is that SingLoRA’s symmet-
ric parameterization does not compromise expressive capacity in the transformer architecture. We analyze
SingLoRA’s expressiveness within the attention layer and show that this property is rooted in the key-query
interaction. In the attention mechanism, query, key, and value are first projected with weight matrices Wg, Wg,
and WY, and when applying SingLoRA, the query and key projections are adapted with learnable matrices
A, Aj € RY". The key insight is that while the individual updates AquT and AxAT of the query and key
projection matrices are symmetric, their product (AquT)(AkAz), appearing in the attention computation, is
generally non-symmetric. The attention layer adapted with SingLLoR A can thus learn general transformations
of attention patterns despite its symmetric parameterization, preserving the full expressive capacity of stan-
dard LoRA. Extensive experiments across multiple domains validate SingLoRA’s benefits. In common sense
reasoning, fine-tuning LLaMA 7B on MNLI with SingLoRA achieves 91.3% accuracy, surpassing both LoRA
(89.1%) and LoRA+ (90.2%) while using only 60% of their parameter budget. In image generation, fine-tuning
Stable Diffusion on DreamBooth demonstrates SingLoRA’s superior image fidelity with a DINO similarity
score of 0.151, compared to 0.148 for DoRA and 0.143 for LoRA.
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